Wexa Case study 10

SOFTWARE ENGINEERING

CodeMesh: 95% fewer tokens
for Al coding agents

When Al coding assistants moved to token billing, an engineering leader at a
global energy-equipment manufacturer asked how to cut the cost. Wexa built
CodeMesh: a structural graph of the codebase that coding agents query over
MCP instead of reading whole files.

95% 20x

fewer tokens across 98 engineering fewer tokens per query (258,115 >
queries (25.3M = 1.23M) 12,524)

$23.67 > $1.65 92-97%

measured APl spend for the
benchmark

savings held on hard and expert
queries

CLIENT REGION

WeXxa product, built from a problem Global

raised by a global energy-equipment

manufacturer

WHEN ENGAGEMENT
2026 Wexa product

WEXA COMPONENTS

CodeMesh on the Wexa memory layer -
MCP server - 5 retrieval tools
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The challenge

Coding agents re-read whole files and rebuild context for every query
Token-based billing makes that cost visible and large

Agents miss relationships between functions, classes and dependencies

What Wexa built

v Code knowledge graph of files, functions, classes, imports and git
history on the Wexa memory layer

v Exposed over MCP to Claude Code, Cursor, ChatGPT and custom
agents

v Guard hook redirects file search to the graph; no LLM in the retrieval
path

v Read-only, permission-checked access with audit of every agent query
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How it runs on Wexa

CASE 10 - SOFTWARE ENGINEERING @WEXA

CodeMesh on Wexa Fabric

Coding agents query a structural graph of the codebase over MCP instead of reading whole files.

CLIENT SYSTEMS WEXA FABRIC - CONTEXT LAYER Clo >C-on-p a p USERS AND OUTCOMES

95% fewer tokens

Issue tracker AUTOMATIC ONTOLOGY DISCOVERY . (rNRSRRRRIIMN | ., f.inctions, classes, imports Engineering leaders

e ontat entities and relationships, human review $23.67 . $1.65 perbenchmark
ode graph (Wexamemory layer) JOCLT el M I S

Claude Code, Cursor, others Wexamermory layer (graph DB) graph{ rlayer) L/

AGENTS AND PROCESS FLOWS .
o (RNt ( Guardhook ) ( AnyMCPagent

GOVERNANCE
policy - appr

Read-onlyaccess | ( Permissionchecks ) ( Queryaudit

Highlighted: components centralto thisuse case Clientnameswithheld

How this use case runs on Wexa: client systems connected, ontology discovered, context graph in

the Wexa memory layer, agents and process flows, and governance. Highlighted components are
central to this use case.
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Solution architecture

YOUR DEVELOPMENT CONTEXT

demesh reads and syncs today

What Co

Code repositories
Source coge, pull requests,
comemits
Local project files
roj ucture, configs, Seure syne
csin repo
—

Branches, ownership, history

D
1_9 Repasitory metadata
| |

Developer workspace

axt for the

+ Up to 95% token reduction

Make every token count

FIGURE CodeMesh architecture: development context - CodeMesh - structural graph - Al coding

agents.

Wexa, Inc. - wexa.ai - Case study 10

CodeMesh

Context intelligence layer for coding agents

CODEMESH

text intelligence layer for coding agents

S

By

STRUCTURED GRAPH

Codebase ingested into a graph database

Ingest to g.mph &/ Functions

D Files

« »

o 9
O CGreph powered { / Poveering
st confed L / better results
S N
L ]
O mance & security @ Classes. ng Dependencies
tralled and
Structured, related context
Optimize for agents Q e ,.Ifd.' e vl
1 t I Remove redundancy and reduce s e
Works with your stack Enterprise ready

Fits your existing devetoper workflow Secure, governed, production-aware

Al CODING AGENTS

Agents use the right context

Claude Code
Higher quality code
Cursor

Faster development

ChatGPT
Mo rekevant suggestior
> Your agents
- Works with amy agent
Structured, related context

Easyto find the right data
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How the result was measured

How we measured 95%

o -
W -
= o -
v — e
= = =
One public codebase 98 real engineering Same Al model, asked Count every token used
OpenClaw, open source, questions twice
anyone can download it finding code, understanding once with CodeMesh, nothing left out, nothing
structure, making changes once without tuned

Without CodeMesh - 25.3M tokens 9 50/

With CodeMesh - 1.23M tokens

0 fewer

Want to check it? The codebase, the questions and the results are on codemesh.cloud

Benchmark method: one public codebase, 98 real engineering questions, the same model asked
twice, every token counted.
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Results

BEFORE / WITH

MEASURE
WITHOUT WEXA WEXA

Coding-agent token spend (team of 50 $300K a year $21K a
developers) year
Annual cost of the process $300K $21K
Time to implement the Al solution 4 months 1day
Al build cost (one-time) $192K $4K
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BEFORE / WITH
MEASURE

WITHOUT WEXA WEXA

Al operating cost per year (models, $141K $66K
infrastructure, upkeep, platform)
Total Al cost in year 1 $333K $70K

WITH WEXA

net annual value to the client after Wexa's

own operating cost
16x 54% $263K
faster to implement lower Al operating cost less Al spend in year 1

v Public benchmark on an open-source repository; method and questions
published for anyone to reproduce

v On a private production repository, a 10-question test measured 82-90% input-

token reduction

v/ Prospects include a global IT-services firm and a US hospital group

Benchmark source: CodeMesh benchmark (codemesh.cloud/benchmarks). Same

model and questions in both runs.
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